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1 Introduction

As the performance of commodity computing and network hardware advances, a number of data
acquisition (DAQ) systems are employing custom software applications in domains previously ser-
viced by custom hardware and �rmware[1]. Custom hardware and �rmware are still employed in
domains where the data rate, power consumption, space, or other constraints require them. An
enabling technology that allows these two domains to connect is the FELIX card[2] which provides
a general, high-throughput interface between optical �bers attached to the custom hardware and
carrying digital signals and the PCIe computer bus.

The performance requirements which the software layer running on the FELIX host must then
satisfy are driven in part by the performance of the network and the hosting computing hardware.
Of prime importance is identifying and evaluating the software to provide network communication.
The ZeroMQ project [3] has an established history of providing high-performance, high-quality
open source messaging libraries with its core being libzmq. This note presents an evaluation of the
latency, throughput and CPU usage of ZeroMQ based communication software on a 100 gigabit per
second Ethernet (GbE) network.

Previous evaluations of ZeroMQ have been performed on 40 GbE [4] and 100 GbE hardware [5].
These prior results achieve a peak throughput of about 20-25 Gbps. The evaluation presented here
reproduces salient elements of these results. It also explores a subset of parameters that ZeroMQ
makes available to application programmers to optimize the performance of message transfers across
a network link. In the sections below the evaluation hardware and software are described followed
by a number of benchmark results. Finally, a discussion of their implications on software design is
then presented.

2 Evaluation hardware

The evaluation system consists of four main hardware components: a consumer-grade router isolat-
ing the rest of the system from the general campus network, two computers running the GNU/Linux
operating system (CentOS 7.6.1810 with the version of Linux as provided by the distribution pack-
age) and a 100 GbE switch. Each host computer is linked via Gbps network interface controller
(NIC) to the router and a separate 100 Gbps Mellanox ConnectX-5 NIC is linked to a Juniper
QFX5200 switch port. The management port of the switch is also accessible from the router. Ex-
cept for their common 100 Gbps NICs, the hardware of the two host computers is not symmetric.
For this note, the two nodes are named src and dst which are meant to indicate a direction of
�ow of test messages. In the case of latency testing, the communication is two way and it is the
direction of the reply message for which these names imply. The hardware speci�cations for the
two hosts are summarized in Table 1. In addition to varying software parameters, the maximum
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transmission unit (MTU) of the host NIC is varied between the nominal 1500 bytes and 9000 bytes
(�jumbo frames�). The switch is kept at its maximum MTU of 9216 bytes throughout.

�src� �dst�

CPU Xeon Silver 4216 Xeon Gold 5217
cores 84 @ 2.1 GHz 16 @ 3.0 GHz
RAM 128 GB 64 GB

Table 1: Hardware speci�cations of the GNU/Linux computers.

3 Evaluation software

The evaluation software is based on libraries from the ZeroMQ community. The core library, libzmq,
provides abstract socket objects somewhat reminiscent of low-level POSIX sockets. ZeroMQ sockets
provide high-level functionality such as message queuing and low-level protocol patterns that may
be evoked from their socket types: REQ/REP (request/reply), PUB/SUB (publish/subscribe),
PUSH/PULL (pipeline), and others. They implement important features which otherwise the use
of POSIX sockets would leave to the application developer. These include resiliency against network
interruption, methods to increase throughput via batch sending and asynchronous transport as well
as checks to maintain low latency. The benchmarks described here exploit some of these features
to achieve peak throughput.

On its own, the core library provides a solid foundation for application development. The
ZeroMQ community also develops a higher-level library called CZMQ which is layered on libzmq.
CZMQ provides important abstractions which simplify application development. These include
support for actor-oriented and reactor-oriented programming paradigms as well as simple but useful
serialization methods. The prototype self-triggering element [6] of the developing DUNE far detector
DAQ makes heavy use of these abstractions and so understanding any performance trade-o�s of
this layer is important.

The libzmq package itself provides command line programs and automation scripts which may
be used to perform simple measurements of latency and throughput. The ZeroMQ community
has collected various results of the application of these benchmarks on di�erent networks [5]. In
order to include testing of both the low-level libzmq and the high-level CZMQ and to collect CPU
usage statistics and run tests that span various parameter settings, development on a new package
zperfmq [7] was began in support of the evaluation reported here. This package also includes
automation and produces the plots presented in the results sections below.

The provided zperf command line tool is structured around executing a sequence of measure-

ments. Each measurement consists of two instances of the zperf application exchanging ZeroMQ
messages in a particular pattern and governed by a �xed set of parameters. These parameters
include: the measurement type (ie, a particular �avor of latency or throughput benchmark), the
ZeroMQ socket type, the number and size of test messages, the number of ZeroMQ I/O threads,
whether the socket is to bind or connect to a network address and if connecting, the number of
times to connect.

During a measurement, each instance of the zperfmq software records values about its own
operation such as CPU usage as well as information on the hosting hardware and OS environment.
Along with the input parameters of a test, all this information is collected and recorded into a
single result �le in JSON format. This �le may then be processed to produce various charts of
which some are shown below. Some of the quantities recorded are: the elapsed of the main loop
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of the measurement, the user and system CPU usage of that main loop, the sum total amount of
data sent or received and the number of messages processed. In addition, a measurement campaign
collects various system parameter of the host computer. These include the MTU, NIC con�guration,
CPU type and system hardware. This collection is automated and the results are used to form the
plots to avoid bookkeeping mistakes.

4 Results

The results are presented in terms of latency, throughput and associated CPU usage are calculated
from the fundamental measurements listed above. In addition a number of optimization techniques
are attempted and the results on latency and throughput presented.

4.1 Latency

Latency is measured here as the average time for a message to be sent from an initial endpoint, to
another endpoint (the �echo�) and returned. This is reported as one-way latency, simply one half
the round-trip time. To emphasize steady-state behavior, the recording of elapsed and CPU times
begin after the initial message is processed. As a comparison to the one-way latency results below,
the standard ICMP ping tool shows a round-trip time of about 150 µs at the default 64 bytes and
about 200 µs at the maximum packet size of 65515 bytes. The latency test in zperfmq utilizes either
libzmq or CZMQ level socket objects. A comparison of these one-way latency including these two
software libraries over a range of message sizes is shown in Fig. 1.
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Figure 1: One-way latency (top) across a 100 Gbps network for CZMQ and libzmq sockets as a
function of payload message size and the corresponding CPU usage (bottom). The spectrum across
message size is split into small (left) and large (right) messages to show scale

As the �gure shows, small packets have a one-way latency of 45-75 µs. The �uctuation across
the size spectrum implies some detailed e�ects or time variation are not represented in these plots.
If the exact latency is important to an application, more careful statistical tests are needed to
di�erentiate between use of libzmq and CZMQ. In the small message regime, the CZMQ layer may
add as much as 20 µs depending on message size.
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4.2 Throughput Results

Throughput is de�ned here simply as the total bytes transferred divided by the elapsed time for the
entire transfer. Strictly, it is the application level message �payload� which is tallied and ZeroMQ and
application-level message bookkeeping overhead (a message sequence number counter) is excluded in
the reported throughput. As with the latency benchmark, the elapsed and CPU times are measured
starting with the reception of the initial message in each given test.

The results reported in this section utilize a single ZeroMQ I/O thread and the default MTU of
1500 bytes and they are illustrated in Fig. 2 for the benchmark using the core libzmq and another
which has code paths through CZMQ. These results peaking at 20-25 Gbps are fairly consistent with
prior tests at 40 Gbps and 100 Gbps. It is clear that with the default choice of parameters, using
CZMQ can have signi�cant negative impact relative to libzmq on the achieved peak throughput for
very small and very large message sizes.
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Figure 2: Throughput (top) across a 100 Gbps network achieved with libzmq and CZMQ using
default con�guration of a single I/O thread and MTU of 1500 bytes. Shown below each is the CPU
usage of the benchmark application. In some sampling, the CPU usage exceeds 100% as both the
application and ZeroMQ I/O threads are engaged. Note the plots are separate the spectrum into
smaller (left) and larger (right) message sizes in order to allow di�erences in scales.

4.3 Network Optimization and Engaging Multiple Threads

Observing the CPU usage during initial testing of the throughput benchmark determined the bench-
mark application was CPU-bound. With assistance from the ZeroMQ community [8] a method to
con�gure ZeroMQ to use multiple I/O threads and to engage those threads by connecting multi-
ple times to the same endpoint was found. This idiom was then implemented in zperfmq and it
allowed for an increase in throughput for essentially all message sizes. It naturally also led to an
increase in aggregate CPU usage. To a lesser extent, it was found that increasing the MTU from
the default 1500 bytes to the conventional �jumbo frame� size of 9000 bytes provides a more modest
improvement in throughput.

The throughput results for libzmq and CZMQ in the case of engaging multiple I/O threads
and using �jumbo frame� MTU are shown in Fig. 2. The relative, individual e�ects of these two
optimizations are shown in Fig. 3.

The engaging of multiple threads allow libzmq to reach a peak throughput of about 80 Gbps for
certain message sizes. But for messages sizes below a few kB, the throughput dropped. The larger
MTU led to modest improvement. Both of these optimizations are kept for the remaining tests.
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Figure 3: The individual e�ects on throughput of when engaging a single or multiple threads (left)
and when setting nominal MTU and �jumbo frame� MTU (right).

4.4 Bu�er Size Optimizations

The initial results from the above tests were again shared[8] with the ZeroMQ community in order
to seek any further avenues for potential improvements. A recent feature in the current development
version [9] of libzmq was suggested. It allows for the software application to set the size of so called
�batch� bu�ers which are used inside the socket when processing messages. Application developers
are generally cautioned to not modify these settings without careful testing as the default size is
chosen to balance many competing concerns. With that caveat stated, this study broadly varied
them. The results of the latency and throughput under di�erent choices of these bu�er sizes are
shown in Fig. 4 and Fig. 5, respectively.
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Figure 4: The latency for the libzmq benchmark provided by zperfmq under di�erent choices of
�batch� bu�er sizes. The default size is 8192 bytes.

An important detail to note is that the message size reported here is that of a �payload� message
frame. Each message also includes a 4 byte sequence number and this overhead is excluded from the
message sizes reported here. As such, a message reported as N bytes will in fact be slightly larger
than an N-byte bu�er and thus require additional memory allocation. This is likely the cause of,
eg, latency increase rise for 2048 B bu�ers receiving �2048 B� messages.

Both latency and throughput responds positively to tuning the bu�er size. A throughput of
more than 15 Gbps for messages of one kB is achieved while saturation is almost achieved at the
largest bu�er size for similarly sized messages. Given that the latency is also reduced, using larger
batch bu�er sizes appears overall bene�cial.
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Figure 5: The throughput for the libzmq benchmark provided by zperfmq under di�erent choices
of �batch� bu�er sizes. The default size is 8192. The plots are separated into small (left) and larger
(right) message sizes in order to show di�erent scales.

5 Discussion

The latency measurements implemented by zperfmq have minimal application-level message pro-
cessing. As such, these results represent micro-benchmarks of the latency of just ZeroMQ, the
operating system network stack and physical network links. With its default con�guration, Ze-
roMQ can achieve latency similar to that of the venerable ICMP ping tool. Lower latency still
is achieved when the �batch� bu�ers are sized larger than the messages. Given this low baseline
latency, developers may focus on their application-level message processing code paths in keeping
the overall latency low.

The situation with throughput is more complex. Saturation of the 100 Gbps link seems far from
possible when using a single I/O thread. Throughput can be increased by engaging multiple I/O
threads. While ZeroMQ provides a simple mechanism to do that, it is still up to the application
to be able to supply data fast enough and this multi-threaded throughput increase comes with the
complexity cost of producing out-of-order messages. Depending on the needs of the application,
an application-level parallelism may be simpler and provide yet better throughput. In both cases,
application designers should expect to devote multiple cores to performing I/O in order to saturate
100 Gbps.

Tuning the message size and the batch bu�er size are also important optimizations to achieve
maximum throughput through the ZeroMQ layer. These results show that a batch bu�er size at
least as large as the messages optimizes throughput across a broad range of message sizes. The
message size itself plays a key roll and the peak throughput is achieved for the 8192 byte messages
and with rather larger bu�er sizes.
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